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o)l PROFESSIONAL

Pos{gres Agenda

* Full text search in PostgreSQL
* [Mpobnemsl

 HoBOE:
- CREATE INDEX ... USING RUM
- Phrase search

nverse FTS

Dictionaries as extensions

* Dictionaries in shared memory

- Tsvector editing functions
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Posggres FTS in Databases

ITo/THOTeKCTOBBIN ITOUCK

® HaWTU JOKYMEHThI y/IOBJ€TBOPSIOIHE 3alIpOCy
® OTCOPTHUPOBAThb UX B HEKOTOPOM TIOPSIJIKe

HaliTi JOKyMeHTBI cozieprKallie BCe C/I0Ba M3 3alipoca U BEPHYTb UX
OTCOPTUPOBAHHBLIMM I10 MOX0KECTH

TpeooBanusa K FTS

® mnoJiHasa uHTerpanus ¢ CYB/I
* TPaH3aKI[MOHHOCTb
* KOHKYPEHTHBIN JJOCTYII
* BOCCTaHOB/IeHHe rocye cOoeB Hanto/nee MPHBBIHB]
e online nHaekc BH/I TIOMCKA

® KoH(UrypHpyeMOCTh (TTapCephl, CJI0BApHY,...)

® MaciluTabrupyeMoCTb




o PROFESSIONAL

Posigres Test Search Operators

“TpagviiMOHHBbIe” Orepaliiy TEKCTOBOI'O MOMUCKA
( TEXT op TEXT, op - ~, ~*, LIKE, ILIKE)

=# select Eci'ttlle from apod where title ~* 'x-ray' limit 5;
itle

The X-Ray Moon

Vela Supernova Remnant in X-ra

Tycho's Supernova Remnant in X-ray

ASCA X-Ray Observatory

Unexpected X-rays from Comet Hyakutake

(5 rows)

=# select title from apod where title ilike '%x-ray%' limit 5;



Pogzai?se'méi What's wrong?

HeT nonep>XKu TUHIBUCTUKH

® UTO eCThb CJIOBO ?

® UTO UHAEKCHUPOBAaTh ?

® «HOpMa/M3aLusa» CJI0B

® cTor-ciaoBa (noise-words)
HeT pejieBaHTHOCTH

® BCe NOKYMEHTHI OJJMHAKOBO «IIOXOKH»
MemieHHo, OKYMEHTbI KaXXAblW pa3 CKaHUPYIOTCS

B 9.3+ nosiBunacb nHaekcHas noaaepxka (pg_trgm)

select * from man_lines where man_line ~* '(?:(?:p(?:0stgres(?:ql)?|g?
sql)|sql)) (?:(?:(?:mak]|us)e|dolis))’;



Posigres FTS In PostgreSQL

OpenFTS — 2000, Pg as a storage

GIST index — 2000, thanks Rambler
Tsearch — 2001, contrib:no ranking
Tsearch2 — 2003, contrib:config

GIN —2006, thanks, JFG Networks

FTS — 2006, in-core, thanks,EnterpriseDB
Now — Postgres Professional



Posigres FTS In PostgreSQL

tsvector - xpaHunnmnwe gnsa 4OKYMEHTOB,
ONTUMN3NPOBAHHOE OJ1d NMONCKa

® OTCOPTUPOBAHHBLIN MACCUB JIEKCEM
® MO3NLMOHHAA NHopMayuns
® CTPYKTYpHad nHpopmaumsa (Ba>KHOCTb)

tsquery - TEKCTOBbIN TUM ONA 3anf>oca C
nornyecknmum onepatopamm & | ! ()

NMONIHOTEKCTOBLIN OonepaTop:
tsvector @@ tsquery

OnepaTopbl @>, <@ nAnsa tsquery

DYyHKUMM: to_tsvector, to_tsquery, plainto_tsquery,
ts_lexize, ts_debug, ts_stat, ts_rewrite,ts_headline,
ts rank, ts rank cd, setweight

NMHpekKcobl: GiST, GIN



Po&ﬁ?sseog FTS summary

* [losIHOTECKTOBbLIN Nonck B PostgreSQL — 3T0
MoK ABWMXXOK, HO OH 6OsibLLE, YEM 3aKOHYEHHOE
peLleHne

e 3TO Habop HAbOP «KNPMNYNKOB
e [lapcep
e CnoBapu
e+ BCA MOLb SOQL
e Tsvector — Kak cneunann3npoBaHHbIN storage

Xnummnyeckue popmyrsbl UK TEHOM
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Posggres  Some FTS problems #1

156676 Wikipedia articles:

e Search is fast, ranking is slow.

postgres=# explain analyze
SELECT docid, ts_rank(text_vector, to_tsquery(‘english’, 'title')) AS rank

FROM ti2 - -
WHERE text_vector @@ to_tsquery(‘'english’, 'title") 4 A
ORDER BY rank DESC HEAP IS SLOW
Limit (cost=8087.40..8087.41 rows=3 width=2827" actuac «ee .co..oo..433.752 rows=3 loops=
-> Sort (cost=8087.40..8206.63 rows=477 _ width=282)
(actual time=433.749..433.749 rows=3 loe7 _=1)
Sort Key: (ts rank(text ve (f YUEitl' ' rrtsquery))

Sort Method: top-N heapss 't Memory: 25kB

-> Bitmap Heap Scan/gﬂ/t12 (cost=529.61..7470.99 rows=47692 width=282)
(actual time=15.094..423.452 rows=47855 loops=1)

Recheck Cond: (text vector @@ '''titl'''::tsquery)

-> Bitmap Index Scan on ti2 index (cost=0.00..517.69 rows=47692 width=0)
(actual time=13.736..13.736 rows=47855 loops=1)

Index Cond: (text vector @@ '''titl'''::tsquery)
Total runtime: 433.787 ms



Pogzé’?é‘“é Some FTS problems #2

e HeT gopa3oBOro nomncka
* <A & B» TO Xe camoe 4to 1 «B & A»
e KOMBUHaLMA NOSITHOTEKCTOBOIO NMOUCKa U regexp MOXeT
NMOMOYb B MPOCTbIX C/iydyasx. Ho He ObICTpO.




o PROFESSIONAL

Pos{gres Some FTS problems #3

e HaiTn JOKYMEHTbI, 6/IN3KNE Uan orpaHnYeHHbIe Mo gaTte.

select sent, subject from pglist where fts @@ to_tsquery('english', 'tom
& lane') order abs(sent - '2000-01-01'::timestamp) asc limit 5;

QUERY PLAN
Limit (actual time=545.560..545.560 rows=5 loops=1)
-> Sort (actual time=545.559..545.559 rows=5 loops=1)
Sort Key: (CASE WHEN ((sent - '2000-01-01 00:00:00'::timestamp without time zone) < '00:00:00'::interval) THEN (-
(sent - '2000-01-01 00:00:00'::timestamp without time zone)) ELSE (sent - '2000-01-01 00:00:00'::timestamp without time zone)
END)
Sort Method: top-N heapsort Memory: 25kB
-> Bitmap Heap Scan on pglist (actual time=87.545..507.897 rows=222813 loops=1)
Recheck Cond: (fts @@ '''tom'' & ''lane'''::tsquery)
Heap Blocks: exact=105992
-> Bitmap Index Scan on pglist_gin_idx (actual time=57.932..57.932 rows=222813 loops=1)
Index Cond: (fts @@ '''tom'' & ''lane'''::tsquery)
Planning time: 0.376 ms
Execution time: 545.744 ms

(11 rows)

1999-12-31 13:52:55 | Re: [HACKERS] LIKE fixed(?) for non-ASCII collation orders
2000-01-01 11:33:10 | Re: [HACKERS] dubious improvement in new psql

1999-12-31 10:42:53 | Re: [HACKERS] LIKE fixed(?) for non-ASCII collation orders
2000-01-01 13:49:11 | Re: [HACKERS] dubious improvement in new psql

1999-12-31 09:58:53 | Re: [HACKERS] LIKE fixed(?) for non-ASCII collation orders
(5 rows)

Time: 568.357 ms



o PROFESSIONAL

Pos{gres Some FTS problems #4

« CnoBapwu 3arpyxatrtca MmeasiIeHHO
* CKOH(PUTYpUTb faXKe y)Ke CYLLECTBYIOLLUN C/ioBapb MOXET
ObITb HEMPOCTO.

time for i in {1..10}; do echo $i; psql postgres -c "select
ts_lexize('english_hunspell', 'evening')" > /dev/null; done

1

2

3

4

5

6

4

S For russian hunspell dictionary:

10 real 0m3.809s
userOmO0.015s

real OmO.656s sys 0mO0.029s

user 0OmO.015s
SysOm@.031s Each session «eats» 20MB !



Posdgras

here are always more other problems !




o)l PROFESSIONAL

Pos{gres Ynyuwum GIN

- [lo6aBnM HYXXHYIO MHJDOPMaLMIO B postiong tree
(no3nuun fiekcem nnaum timestamp)

- N ncnonb3yem ee ona coptTnupoBku (4a v Ans
orpaHnyeHusa noucka)
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Pos{gres

mm 20 — <AO-HZ2m

No positions in index !

Inverted Index in PostgreSQL

Report Index

: .
abrasives, 27
acceleration measurement, 58
accelerometers, 5, 10, 25, 28, 30, 36,

73, 74

actuators, 4, 37, 45,?977Y

compensation, 30, 68

compressive strength, 54
compressors, 29

computational fluid dynamics, 23, 29
computer games, 56

58, 59, Ey concurrent engineering, 14
— contact resistance, 47, 66
convertors, 22

adaptive Kalman filters,
adhesion, 63, 64
adhesive bonding, 15
adsorption, 44

Posting list
Posting tree

coplanar waveguide components, 40
Couette flow, 21
creep, 17
crystallisation, 64

aerodynamics, 29

aerospace instrumentation, 61
aerospace propulsion, 52
aerospace robotics, 68

aluminium, 17

amorphous state, 67

angular velocity measurement, 58
antenna phased arrays, 41, 46, 66
argon, 21

assembling, 22

atomic force microscopy, 13, 27, 35
atomic layer deposition, 15
attitude control, 60, 61

attitude measurement, 59, 61
automatic test equipment, 71
automatic testing, 24

- .

.

Entry tree

Posting tree

{0k

Posting tree

backward wave oscillators, 45

Fast update list

Posting tree

Nam— B
—




o) PROFESSIONAL

Pos}gres

Entry tree

Ynyuuwum GIN

Posting tree

-

{ ok

\ Posting tree

Posting tree
TR -
Fast update list
iptr1 iptr2 iptr3 iptr4 iptrS
iptr1 addInfo1 iptr2 addInfo2 iptr3 addinfo3 || iptr4 addinfo4 || iptrS addInfo5
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Pos{gres 9.6 opens «Pandora box»

Create access methods as extension ! Let's call it RUM

et

T T T




o)l PROFESSIONAL

Posggres CREATE INDEX ... USING RUM

 PaHXnpyem npamMo B MHAEKCE
* I306peTeHue: tsvector <-> tsquery

CREATE INDEX ti2_rum_fts_idx ON ti2 USING rum(text_vector rum_tsvector_ops);

SELECT docid, ts_rank(text vector, to_tsquery('english', 'title')) AS rank
FROM ti2

WHERE text vector @@ to_ tsquery('english', 'title')

ORDER BY

text vector <-> plainto_tsquery('english', "title') LIMIT 3;
QUERY PLAN

Limit (actual time=13.843..13.884 rows=3 loops=1)

-> Index Scan using ti2 rum_fts idx on ti2 (actual time=13.841..13.881 rows=3 loops=1)
Index Cond: (text _vector @@ '''titl'''::tsquery)
Order By: (text vector <-> "'"'"titl'''::tsquery)
Planning time: 0.134 ms

Hmmmnﬂm:14.@3@ ms VS 433 ms !

(6 rows)




o)l PROFESSIONAL

Posggres CREATE INDEX ... USING RUM

* Top-10 (out of 222813) postings with «Tom Lane»
* GIN index — 1374.772 ms

SELECT subject, ts rank(fts,plainto_tsquery('english', 'tom lane')) AS rank
FROM pglist WHERE fts @@ plainto_tsquery('english', 'tom lane')
ORDER BY rank DESC LIMIT 10;

QUERY PLAN
Limit (actual time=1374.277..1374.278 rows=10 loops=1)
-> Sort (actual time=1374.276..1374.276 rows=10 loops=1)
Sort Key: (ts_rank(fts, '"''tom'' & ''lane'''::tsquery)) DESC
Sort Method: top-N heapsort Memory: 25kB
-> Bitmap Heap Scan on pglist (actual time=98.413..1330.994 rows=222813 loops=1)
Recheck Cond: (fts @@ '''tom'' & ''lane'''::tsquery)
Heap Blocks: exact=105992
-> Bitmap Index Scan on pglist gin _idx (actual time=65.712..65.712
rows=222813 1loops=1)
Index Cond: (fts @@ '''tom'' & ''lane'''::tsquery)
Planning time: 0.287 ms
Execution time: 1374.772 ms
(11 rows)




pogéa?s% CREATE INDEX ... USING RUM

* Top-10 (out of 222813) postings with «Tom Lane»
* RUM index — 102.161 ms vs 1374.772 ms !l

create index pglist rum _fts idx on pglist using rum(fts rum_tsvector_ops);

SELECT subject FROM pglist WHERE fts @@ plainto_tsquery('tom lane')
ORDER BY fts <-> plainto_tsquery('tom lane') LIMIT 10;

QUERY PLAN

Limit (actual time=101.381..101.486 rows=10 loops=1)

-> Index Scan using pglist rum fts idx on pglist (actual time=101.380..101.485
rows=10 loops=1)
Index Cond: (fts @@ plainto_tsquery('tom lane'::text))
Order By: (fts <-> plainto_tsquery('tom lane'::text))
Planning time: 0.282 ms
Execution time: 102.161 ms
(6 rows)
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Pos)ares ‘e
S 6.7 min classifieds

Functional
RUM

Table size 6.0 GB 6.0 GB 2.87 GB -
Index size 0.69 GB 1.27 GB 1.27 GB 1.12 GB
Index build time 216 sec 303 sec 718sec 180 sec

Queries in 8h 3.0 min. 42.7 min. 42.7 min. 61.0 min.



Pogzai?seog Inverse FTS (FQS)

HanTtn 3anpocskl, KOTOPbIM Y10B/ETBOPAET
3a/laHHbIN TEKCT

SELECT * FROM queries;

q | tag
___________________________________ Fo oo - -
'supernova' & 'star' | sn
'black’ | color
'big' & 'bang' & 'black' & 'hole' | bang
'spiral' & 'galaxi' | shape
'black' & 'hole' | color

(5 rows)

SELECT * FROM queries WHERE
to_tsvector('black holes never exists before we think about them')

@@ q;

q | tag
__________________ Fo oo - -
'black’ | color
'black' & 'hole' | color

(2 rows)




Pogzai?seog Inverse FTS (FQS)

* [lopnepxnBaetca RUM — coxpaHdaem BETKUM 3anpoca B
AONUHADO

Find gueries for the first message in postgres mailing lists

\d pg_query
Table "public.pg query”

Column | Type | Modifiers
________ e
q | tsquery |

count | integer |

Indexes:

"pg_query_rum_idx" rum (q) 33818 queries

select g from pg _query pgq, pglist where g @@ pglist.fts and pglist.id=1;

‘one' & 'one'
'postgresql’' & 'freebsd’
(2 rows)




o)l PROFESSIONAL

Pos{gres Inverse FTS (FQS)

create index pg query rum_idx on pg query using rum(q);
select g from pg query pgq, pglist where g @@ pglist.fts and pglist.id=1;
QUERY PLAN
Nested Loop (actual time=0.719..0.721 rows=2 loops=1)
-> Index Scan using pglist _id _idx on pglist
(actual time=0.013..0.013 rows=1 loops=1)
Index Cond: (id = 1)
-> Bitmap Heap Scan on pg query pgq
(actual time=0.702..0.704 rows=2 loops=1)
Recheck Cond: (q @@ pglist.fts)
Heap Blocks: exact=2

-> Bitmap Index Scan on pg_query_rum_idx
(actual time=0.699..0.699 rows=2 loops=1)
Index Cond: (q @@ pglist.fts)
Planning time: 0.212 ms
Execution time: 0.759 ms
(10 rows)




o)l PROFESSIONAL

Pos{gres Inverse FTS (FQS)

select id, t.subject, count(*) as cnt into pglist g from pg _query,
(select id, fts, subject from pglist) t where t.fts @@ ¢
group by id, subject order by cnt desc limit 1000;

select * from pglist q order by cnt desc limit 5;

id | subject | cnt
________ S
248443 | Packages patch | 4472
282668 | Re: release.sgml, minor pg autovacuum changes | 4184
282512 | Re: release.sgml, minor pg autovacuum changes | 4151
282481 | release.sgml, minor pg _autovacuum changes | 4104
243465 | Re: [HACKERS] Re: Release notes | 3989

)

(5 rows)




o PROFESSIONAL

Posggres [Tonck gopas (2008!)

e 3anpockl ‘A& B':tsquery n 'B & A'::tsquery
9KBVBaJ/IEHTHbI

* [lonck dopas — yunTbiBaeT NOPAA0K C/10B B 3arnpoce
Pecaynbratbl ‘A B'n'B A' 10/MKHbI 6bITb pa3sHble!
 Hosbi onepaTtop: PHRASE (<->):
* [Mopsagok
- PaccTosiHne

a<n>b==aé&bé& (3 i,: pos(b)i—pos(a)j =n)

A<n>B - A«phrase n» B



Pogzafeg OnpepeneHne

 Onepartop MOXeT Bo3BpallaTh:
- false

 true u maccus no3uiiusa ITPABOI'O aprymMmeHTa,
KOTOPBIE YIOOBJIETBOPSIOT YCIIOBUIO PACCTOSHUA.

A<->B #B <->A



Posdgras CroiicTaa

e 'A<n>B<m>C' - '(A<n>B)<m>C' -
OnvHa opasbl = n + m

¢ 'A<n> (B <m>C) -
OJIMHa dppas3sl = min(n, m)
M ma, B MOXeT BCTPETUTHCA PaHbIle A

 'A <0> B' - “yrnmoson” ciy4damn.
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Posygres Phrase search - example

« TSQUERY phraseto tsquery([CFG,] TEXT)

select phraseto_tsquery('english','PostgreSQL can be extended by the user in many ways');
phraseto_tsquery

( ( ('postgresqgl' <3> 'extend' ) <3> 'user' ) <2> 'mani' ) <-> 'way’

(1 row)

CToOI-CcJyI0Ba OIIyCKarTCHd!



o)l PROFESSIONAL

Posf{gres Mowuck cpas - BHYyTPEHHOCTHU

* [Mounck chpas MMeeT AO0MOHUTE/bHYIO C/TOXKHOCTb,
CBSI3aHHY0 C BblYMCNEHNEM NO3ULINIA &

( (A<->B) <-> (C | D)) &F B F

A B C D

e XOTenochb Obl n3doexarb 3TUX

CNOXXHOCTEN AN 06blYHbIX ONepaTopoB

* Moaudpmumpyem 3anpoc Tak, 4To 6bl BCe
dopasoBble onepaTtopbl 661N B «TNTyOUHE




Poggaj?%eog Tpaccopmartop

( (A<->B) <-> (C| D)) &F

Regular tree

Phrase top

Phrase tree




Poddsias Example

Query: close <-> galaxies

After dictionary: close <-> (m33 |
(andromeda <-> nebulae | (magellanic & clouds))

Phrase: close <->m33 |
( close <-> (andromeda <-> nebulae )) |
( magellanic & clouds &
( close <-> magellanic |
close <-> clouds

)
)



o PROFESSIONAL

Pos{gres

£ v L =\
nebulae andromeda magellanic c}eﬁds
L N\
close magella%nic
Y \
close clouds




OOOOOOOOOOOO

a <-> (b&c) => (a<->b) & |
(adb) <-> ¢ => (a<->c) & (b<->cC
a <-> (b|c) => (a<->b) | |
(a|b) <-> ¢ => (a<->c) | (b<->c

a <->1b => a & !(a<->Db)
OTCYTCTBYIOT TaKue BXOXKOEHHUA A, II0CIIe
KOTOPHIX €CTh B

la <-> Db => l(a<->b) & b
OTCYTCTBYIOT TaKMe BXOXOeHUS B, mepen
KOTOPBIMHU €CTh A



o)l PROFESSIONAL

Pos{gres TpaHcdopmaTtop

# select '"( A | B) <-> (D | C)'::tsquery;

tsquery
IAI <_> IDI | IBI <_> IDI | IAI <_> ICI | IBI <_> ICI
# select 'A<->(B&(C | !'D ) )'::tsquery;
tsquery

(IAI <-> |B|) & ( |A| <-> |C| | |A| & |( |A| <-> |D| )



o)l PROFESSIONAL

Pos{gres Mpumep

* 1.1 min postings (postgres mailing lists)

select count(*) from pglist where fts @@ to_tsquery('english', 'tom <-> lane’);
count

222777
(1 row)

Sequential Scan (1.7 s (<->) vs 1.6 s (&)):

select count(*) from pglist where fts @@ to_tsquery('english', 'tom <-> lane');
QUERY PLAN
Finalize Aggregate (actual time=1700.280..1700.280 rows=1 loops=1)
-> Gather (actual time=1700.228..1700.277 rows=3 loops=1)
Workers Planned: 2
wWorkers Launched: 2
-> Partial Aggregate (actual time=1696.119..1696.119 rows=1 loops=3)
-> Parallel Seq Scan on pglist (actual time=2.356..1683.499 rows=74259
loops=3)
Filter: (fts @@ '''tom'' <-> ''lane'''::tsquery)
Rows Removed by Filter: 263664
Planning time: 0.270 ms
Execution time: 1709.092 ms
(10 rows)



o)l PROFESSIONAL

Pos{gres Mpumep

* 1.1 min postings (postgres mailing lists)

select count(*) from pglist where fts @@ to_tsquery('english', 'tom <-> lane’);
count

222777
(1 row)

GIN index (1.1 s (<->) vs 0.48 s (&) ): Use recheck, phrase is slow vs fts

select count(*) from pglist where fts @@ to_tsquery('english', 'tom <-> lane');
QUERY PLAN
Aggregate (actual time=1074.983..1074.984 rows=1 loops=1)
-> Bitmap Heap Scan on pglist (actual time=84.424..1055.770 rows=222777 loops=1)

Recheck Cond: (fts @@ '''tom'' <-> ''lane'''::tsquery)
Rows Removed by Index Recheck: 36
Heap Blocks: exact=105992
-> Bitmap Index Scan on pglist_gin_idx (actual time=53.628..53.628 rows=222813

loops=1)

Index Cond: (fts @@ '''tom'' <-> '"'lane'''::tsquery)

Planning time: 0.329 ms

Execution time: 1075.157 ms

(9 rows)



o)l PROFESSIONAL

Pos{gres Mpumep

* 1.1 min postings (postgres mailing lists)

select count(*) from pglist where fts @@ to_tsquery('english', 'tom <-> lane');
count

222777
(1 row)

RUM index (0.5 s (<->vs 0.48 s (&) ): Use positions in addinfo, no overhead of phrase
search !

select count(*) from pglist where fts @@ to_tsquery('english', tom <-> lane');
QUERY PLAN
Aggregate (actual time=513.517..513.517 rows=1 loops=1)
-> Bitmap Heap Scan on pglist (actual time=134.109..497.814 rows=221919 loops=1)
Recheck Cond: (fts @@ to_tsquery('tom <-> lane'::text))
Heap Blocks: exact=105509
-> Bitmap Index Scan on pglist_rum_fts_idx (actual time=98.746..98.746
rows=221919 loops=1)
Index Cond: (fts @@ to_tsquery('tom <-> lane'::text))
Planning time: 0.223 ms
Execution time: 515.004 ms
(8 rows)



o PROFESSIONAL

Pos{gres Some FTS problems #3

Kak CKOMOUHMPOBAaTh MOJSIHOTEKCTOBbLIN NMOUCK U, CKaXKEM,
naty gokymeHta?
» [lobaBMM ee B AONUHAO B nHaekce!

create index pglist_tsvtime_rum_idx on pglist using rum(fts
rum_tsvector_timestamp_ops, sent) WITH (orderby = 'sent', addto =
'fts');

select sent, subject from pglist

where fts @@ to_tsquery('tom & lane')

order by sent <=> '2000-01-01'::timestamp limit 5;
QUERY PLAN

Limit (actual time=89.499..89.505 rows=5 loops=1)
-> Index Scan using pglist_tsvtime_rum_idx on pglist (actual
time=89.498..89.504 rows=5 loops=1)
Index Cond: (fts @@ to_tsquery('tom & lane'::text))
Order By: (sent <=> '2000-01-01 00:00:00'::timestamp without
time zone)
Planning time: 0.286 ms

Execution time: 90 .317 ms vs 545 ms !



OOOOOOOOOOOO

Pos}gres RUM Todo

¢ <=> <=|, |=> 6e3 copTUPOBKN B NHAEKCE
e [lo3nynoHka U1 parta, a He NJ1

« [106aBUTbL NoAaepPXKY anyarray/anyint

* Ynyuwntb copTnpoBky (TF/IDF)

* 9.6+ only (WIP)
https://github.com/postgrespro/rum


https://github.com/postgrespro/rum

o)l PROFESSIONAL

Pos{gres CnoBpb Kaak pacLumpeHue

 Now it's easy (Artur Zakirov, PostgresPro)
https://github.com/postgrespro/hunspell_dicts

CREATE EXTENSION hunspell_ru_ru; -- creates russian_hunspell dictionary
CREATE EXTENSION hunspell_en_us; -- creates english_hunspell dictionary
CREATE EXTENSION hunspell_nn_no; -- creates norwegian_hunspell dictionary
SELECT ts_lexize(‘english_hunspell', 'evening’);

ts_lexize
{evening,even}
(1 row)

Time: 57.612ms < ———— | glow first query syndrom

SELECT ts_lexize(‘russian_hunspell’, 'Tywun');
ts_lexize

{Tywa, Tywb, TylunTb, TyL}

(1 row)

Time: 382.221 ms
SELECT ts_lexize('norwegian_hunspell','fotb
ts_lexize

{fotball klubb,fot,ball,klubb}
(1 row)

Time: 323.046 ms


https://github.com/postgrespro/hunspell_dicts

Pogzai?seog Mpepa3arpyxeHHble crioBapw

 Now Iit's easy (Artur Zakirov, PostgresPro + Thomas Vondra)
https://github.com/postgrespro/shared_ispell

CREATE EXTENSION shared_ispell;
CREATE TEXT SEARCH DICTIONARY english_shared (
TEMPLATE = shared_ispell,
DictFile = en_us,
AffFile = en_us,
StopWords = english
);
CREATE TEXT SEARCH DICTIONARY russian_shared (
TEMPLATE = shared_ispell,
DictFile = ru_ru,
AffFile = ru_ru,
StopWords = russian
);

time for i in {1..10}; do echo $i; psql postgres -c "select ts_lexize(‘russian_shared’, 'Tywn’)" > /dev/null; done

real Om0.170s real Om3.809s
user OmO0.015s VS userOmo0.015s
sys 0m0.027s sys 0m0.029s



Pogzai?seog PepakTupoBaHue tsvector

» Stas Kelvich (PostgresPro)
» setweight(tsvector, «char», text[]) - npocTtaHoBKa MeTOK /1Iekcemam

select setweight( to_tsvector('english', '20-th anniversary of PostgreSQL'),
'A', '{postgresql,20}');
setweight
'20':1A 'anniversari':3 'postgresql':5A 'th':2
(1 row)

» ts delete(tsvector, text[]) - ypaneHue nekcem

select ts_delete( to_tsvector('english', '20-th anniversary of PostgreSQL'),
'{20, postgresql}'::text[]);
ts_delete
'anniversari':3 'th':2
(1 row)




o)l PROFESSIONAL

Pos{gres Tsvector editing functions

e unnest(tsvector)

select * from unnest( setweight( to_tsvector('english',

'20-th anniversary of PostgreSQL'),'A', '{postgresql,20}'));
lexeme | positions | weights

_____________ e

[ ]

20 | {1} | {A}

anniversari | {3} | {D}

postgresql | {5} | {A}

th | {2} | {D}

(4 rows)

e tsvector to array(tsvector) — tsvector to text[]
array_to_tsvector(text[])

select tsvector_to_array( to_tsvector('english',
'20-th anniversary of PostgreSQL'));
tsvector_to_array
{20, anniversari, postgresql, th}
(1 row)




Pogzai?seog Tsvector editing functions

« ts filter(tsvector,text[]) - dnnbTpauna nekcem No MeTke

select ts_filter($$'20':2A 'anniversari':4C 'postgresgl':1A,6A 'th':3$$::tsvector,

{C}");
ts filter

'anniversari':4C
(1 row)

select ts_filter($$'20':2A 'anniversari':4C 'postgresgl':1A,6A 'th':3$$::tsvector,

'{C,A}");
ts _filter

'20':2A 'anniversari':4C 'postgresqgl':1A,6A
(1 row)




ol PROFESSIONAL

Pos{gres

www.postgrespro.ru
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